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Abstract

Even carefully designed systems can fail due to environmental factors not anticipated
at design time. Therefore, verification at the modelling stage is insufficient and needs
to be complemented with methods that detect errors while the system is deployed.
One technique designed for this task is runtime monitoring. Runtime monitors are
deployed alongside systems to determine when predefined properties are violated.

A common choice for the specification of monitoring properties are temporal logics,
as timing is an important factor in many systems interacting with the real world.
However, temporal logics only provide a coarse abstract view of underlying systems.
Thus, they cannot cover all monitoring properties and need to be complemented by
alternatives.

This thesis assess how hybrid automata can be used for the specification of runtime
properties. Originally a modeling tool, hybrid automata are well-suited to capture the
complex continuous behavior and structures of systems under scrutiny. We present a
monitoring algorithm that decides whether a system trace lies within the trace set of a
hybrid automaton specification. The theoretical algorithm is implemented in MATLAB
and demonstrated on two case studies.
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Chapter

Introduction

Our lives rely heavily on software and digital controllers. These systems are om-
nipresent, not just in our modern gadgets, like smartphones and TVs, but also in
many safety critical environments, like on roads and in power plants. Thus, it is cru-
cial that these systems behave correctly. During their design phase, a multitude of
measures is taken to achieve this goal. These range from testing, an informal method
with weak guarantees, to formal verification, which aims to guarantee correctness of a
system by proving the absence of errors. But even carefully designed systems, which
are provably correct with regards to a specification, can fail due to environmental
factors not anticipated when designing these specifications. Therefore, verification at
the modelling stage is insufficient and needs to be complemented with methods that
detect errors while the system is deployed.

One technique designed for this task is runtime monitoring. Runtime monitors
are deployed alongside systems and constantly asses the correctness of the systems’
behavior. During their execution, the systems under scrutiny emit traces that carry in-
formation about their internal state. The monitor checks these traces against a specifi-
cation. Most of the time, these specifications are defined in a temporal logic. Temporal
logics are a good choice because timing is an essential property for many real-world
systems. For example, it is crucial that a train gate is closed when a train approaches,
such that nobody is injured on the tracks at the time of the train’s arrival. An encod-
ing of this example property in a temporal logic specification could be the following;:
When the action trainApproaches! is triggered, within some predefined time interval
the action gateClosed! has to be issued.

While temporal logics are well-suited for these properties, they are limited to a
coarse abstract view of the system under scrutiny. It is difficult or even impossible
to use them to encode the continuous train movement to increase the precision of the
monitoring.

This thesis aims to bridge this gap by using hybrid automata as a specification
language for monitoring properties. Hybrid automata were originally designed as a
modelling tool for hybrid systems. Their strength is the ability to unify discrete and
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continuous dynamics in one model. This makes them especially suited for the design
of controllers, where a digital, and thus discrete, component controls a continuous
process of the real world. They are, however, equally well-suited for monitoring pur-
poses: The dynamics of the train in the example could be more precisely accounted for
by a hybrid automaton since it is able to take the physics of the train’s movement into
account. Detailed properties like changes in acceleration and the incline of the tracks
can be modelled as differential equations and thus encoded in a hybrid automaton
specification. Ultimately, the resulting increase in precision leads to a better monitor
that can help to mitigate dangerous situations, therefore making the real world safer.
Additionally, hybrid automata are well-suited to capture the structure of systems due
to their nature as a modelling tool. In conclusion, they can complement existing mon-
itoring techniques in meaningful ways.

However, the increase in expressive power comes at the price of increasing the com-
plexity of the monitoring problem. This thesis assess if and under which conditions
the runtime monitoring of hybrid automata is feasible. To this end, we present a mon-
itoring algorithm for a subclass of hybrid automata. We implemented the algorithm
in MATLAB and demonstrate the implementation through two examples.

Outline

The necessary preliminaries on hybrid automata and runtime monitoring are laid out
in Chapter 2. In Chapter 3, we explain how the monitoring problem for hybrid au-
tomata is encoded and solved. To this end, we construct an algorithm that decides if
an input trace of a black box system lies within the set of traces defined by a hybrid
automaton specification. If the property is satisfied, all plausible paths through the
automaton are returned. Further, we outline optimizations and prove the correctness
of the algorithm. In Chapter 4, we explain how the theoretical algorithm is practically
implemented in MATLAB. We finish the chapter by demonstrating the implementation
in two case studies — a thermostat and a lonely cleaning robot. In Chapter 5, we com-
pare our approach to other techniques for runtime monitoring and hybrid automata
analysis. The results of this thesis are recapitulated in Chapter 6.



Chapter

Background

The goal of this thesis is to monitor a systems whose properties are expressed in a
hybrid automaton. This chapter introduces hybrid automata and runtime monitoring.

2.1 Hybrid Automata

A hybrid automaton, or HA for short, is a model of a hybrid system [ACHH93,Hen00].
Hybrid systems owe their name to the fact that they are a hybrid of discrete and
continuous systems. An example of hybrid system that can be modeled with a hybrid
automaton is a thermostat as depicted in Figure 2.1

Example 2.1 (Thermostat). The variable x represents the temperature. In the location
cooling the temperature falls according to the flow condition ¥ = —0.1, meaning —0.1°
per time unit. In the location heating the temperature rises with a rate of 0.2° per
time unit. In the beginning, the temperature is 19° and the thermostat is cooling. The
switch labeled with the action a1 to the location heating can be taken as soon as the
guard condition x < 19 is satisfied. The invariant condition of cooling, x > 15, enforces
that the temperature can only drop to 15° before a; has to be taken. A

cooling heating

x=—-0.1 x=02

x>15 x <25

ay

Figure 2.1: Basic Thermostat, adapted from [Hen00]
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Def. Hybrid
Automaton

2. BACKGROUND

2.1.1 Syntax

This section gives definitions of the hybrid automaton model closely following the
works by Henzinger and Alur [ACHH93, Hen00]. To better illustrate syntax and se-
mantics of HA we use a simple thermostat (= Figure 2.2) as a leading example through-
out this section.

Definition 1 (Hybrid Automata). A hybrid automaton is a tuple H = (X, V, E, flow,
inv, init, action, guard) with the following components:

Variables A finite set X = {x1, ..., x,,} of real-numbered variables. We write X for the
set {x1,..., X, } of dotted variables, which represent the first derivative during contin-
uous change. We write X’ for the set {x/, ..., x;,} of primed variables, which represent
the values of the variables after a discrete change. We denote this discrete change as a
reset of a variable x; to a value x/.

Control Graph A finite directed multigraph (V, E). The vertices in V are called loca-
tions. The edges are called switches.

Flows A vertex labeling function flow : V — (Rj x R") — R" which assigns a flow
condition to each location ¢ € V. Each flow condition flow(/) is a predicate whose
free variables are from X U X.

Invariants A vertex labeling function inv : V +— R" — B which assigns an invariant
condition to each location ¢ € V. Each invariant condition inv(¢) is a predicate whose
free variables are from X.

Initial Conditions A vertex labeling function init : V — R" — B which assigns an
initial condition to each location ¢ € V. Each initial condition init(¢) is a predicate
whose free variables are from X.

Actions A finite set X of actions, and an edge labeling function action : E — ¥ which
assigns an action a € X to each switch e € E.

Guards An edge labeling function guard : E — R" — B that assigns a guard condi-
tion to each switch e € E. Each guard condition of an edge, either denoted as guard(e)
or guard(action(e)), is a predicate whose free variables are from X U X'.

Example 2.2 (HA Components). The thermostat in Figure 2.2 extends the basic ther-
mostat in Figure 2.1 to provide a more detailed understanding of the components of
HA. The additions are a variable y and a location idle. Since the flow predicate for y
is y = 1 in every location of the HA, y represents a global clock. Because y is set to
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cooling ] heating

x=-01

y=1
x> 15

Figure 2.2: Extended Thermostat

0 in the beginning, it is a timer for how long the system has been running. In timed
automata, an alternative model to HA, all clocks implicitly have the same dynamics,
i.e. X; = 1. The flow of x in idle is not a basic linear predicate, but a more complex
differential equation. Differential equations allow to model many physical processes.
The flow * = 255* in idle means that the temperature converges towards 20°. The
change of a variable can be computed by integrating its flow dynamics. For idle, the
change from some time fs to t,,4 is calculated by f tiifﬁf, 20_176‘(’%11?.

Each evaluation of a variable inside a location has to satisfy the invariant predicate
of that location. Thus, the switch a; from location cooling to idle can only happen when
the temperature is between 18° and 22°. Additionally, the switch can only occur when
the corresponding guard is satisfied, i.e. when x < 19. This shows that discrete and
continuous dynamics are closely linked: on the one hand the continuous dynamics of
the HA can trigger a switch and thus a discrete change, and on the other hand discrete
transitions change the continuous dynamics of the variables. A

2.1.2 Semantics

The execution of a HA consists of continuous and discrete changes. While this gives
HA strong expressive power, the structure is not well suited for reasoning over their
behavior. Therefore, we define a labeled transition system that abstracts the hybrid dy-
namics of HA to a fully discrete system. The discrete system is better suited for
analysis. The idea behind the labeled transition systems is that the state space of the
HA is unfolded. Since HA can have infinitely many states, the labeled transition sys-
tem can be infinitely large. We continue following Henzinger [Hen00] for large parts
of the notation.

Definition 2 (Labeled Transition Systems). A labeled transition system is a tuple S =

(Q/ QO/ A/ _>)

State Space (Q is the (possibly infinite) set of states, Qo C Q the subset of initial states.

Transition Relations A is the (possibly infinite) set of labels. < is a binary relation
on the state space of Q for each label a € A. Each triple § = ¢’ is called a transition.

Def. Labeled
Transition System



2. BACKGROUND

For a given HA, we define two labeled transition systems: timed transition systems
and time-abstract transition systems. Both transition systems represent discrete jumps
by transitions. Continuous flows are also abstracted by transitions, retaining only
information about the source and the target of each flow. As the names indicate timed
transition systems also retain information about the duration of each flow, whereas
time-abstract transition systems neglect timing information.

Def. Timed Transition ~ Definition 3 (Transition Semantics of Hybrid Automata). The timed transition system

System St, of the HA H is the labeled transition system with the components Q, Qp, A and =
for each a € A, defined as follows.
e Define Q, Qg C V x R" such that
- (¢,x) € Q iff the closed predicate inv(¢)[X := x] is true, and
- (£,x) € Qp iff both init(¢)[X := x] and inv(¢)[X := x| are true.
The set Q is called the state space of H.
e A=XU R>o
e For each event ¢ € %, define (¢,x) 5 (¢,x') iff there is a control switch e € E
such that
— the source of e is ¢ and the target of e is ¢/
— the closed predicate guard(e)[X, X' := x,x’] is true, and
— action(e) = 0.
e For each nonnegative real § € R>, define (¢, x) LN (¢, x") iff £ = ¢ and there is
a differentiable function f : [0,4] — R", with the first derivative f : (0,6) — R”",
such that
- f(0) = x and f(6) = x/, and
— for all reals ¢ € (0,5), both inv(f)[X := f(e)] and flow(f) = [X,X :=
f(e), f()] are true.

The function f is called a witness for the transitions (¢, x) 2 (0, x").

Def. Time-abstract The time-abstract transition system Sf; of H is the labeled transition system with the
Transition System b .
components Q, Qo, B, and — for each b € B, defined as follows.

e Q and Qg are defined as above.
e B=23XU{t}, for some action T ¢ X.
e For each action ¢ € ¥, define = as above.
e Define (£,x) = (¢, x') iff there is a nonnegative real § € R>g such that (£, x) 4
(¢, x").
The time-abstract transition system Sf; is called the time abstraction of the timed tran-
sition system S,.

We are only interested in HA that diverge in time, i.e. HA which do not allow
infinitely many steps in a finite amount of time. This property is widely known as
non-zenoness in literature. We adopt the following two definitions from Henzinger
[HenO00] as a formalization of non-zeno semantics of HA.

Definition 4 (Live Transition Systems). Consider a labeled transition system S and a
state go of S. A go-rooted trajectory of S is a finite or infinite sequence of pairs (a;,q;)i>1
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of labels a; € A and states g; € Q such that g;_4 RN g; for all i > 1. If g is an initial
state of S, then qo(a;, q;)i>1 is an initialized trajectory of S. A live transition system (S, L)
is a pair consisting of a labeled transition system S and a set L of infinite initialized
trajectories of S. The set L of infinite initialized trajectories is machine-closed for S if
every finite initialized trajectory of S is a prefix of some trajectory in L. If (S,L) is a
live transition system, and qo(a;, g;);>1 is either a finite initialized trajectory of S or a
trajectory in L, then the corresponding sequence (a;);>1 of labels is called a (finite or
infinite) trace of (S, L).

Definition 5 (Trace Semantics of Hybrid Automata). We associate with each transition
of the timed transition system SE{ a duration in R>¢. For events ¢ € X, the duration

of ¢ % ¢’ is 0. For reals ¢ € R>g the duration of g 2 q’ is 4. An infinite trajectory
qo{ai, i)i>1 of the timed transition system S, diverges if the infinite sum ;> diverges,

where each J; is the duration of the corresponding transition g;_4 LN gi. An infinite
trajectory qo(bj, gi)i>1 of the time-abstract transition system S}, diverges if there is a
divergent trajectory g,(a;, q;)i>1 of S% such that for all i > 1, either a; = b; or a;, b; ¢ Z.
Let L}, be the set of divergent initialized trajectories of the timed transition system
St,, and let L% be set of divergent initialized trajectories of the time-abstract transi-
tion system S%. The hybrid automaton H is non-zeno if L%, is machine-closed for St
(or equivalently, L%, is machine-closed for S%;). Each trace of the live transition sys-
tem (Si;, L) is called a timed trace of H, and each trace of the live transition system
(St,,LL,) is called a time-abstract trace of H.

Since trajectories and traces play an important roll in this thesis, let us look at an
example.

Example 2.3 (Trajectory and Trace). The following is an example trajectory for the
time-abstract transition system of the thermostat in - Figure 2.2.

(cooling, (19 O)T),<T, (cooling, (18,75 2,5)T)>,

(my, (idle, (18.75 2.5) "Wt Gidle, (18.8109 o 3) ),

(x, (idle, (192009 7))

In the beginning the automaton is in the location cooling. The values of the vari-
ables change according to the linear dynamics ¥ = —0.1 and y = 1, but the transi-
tion system only retains discrete information. The variable values in the states are
computed by integrating the flow dynamics over time. For the first entry we get

19+ [2° —0.1dt = 19 —0.25 = 18.75 for x and 0+ [;°1dt = 0425 = 2.5 for y.
After 2.5 time units the automaton takes the transition a; to the location idle. Here
the dynamics evolve according to the differential equation ¥ = Z5*. The values are

again generated through integration. This is the calculation for the x component:

18.75 + [5, 20 dr = 18.8109....

Trace

Def. Non-zeno

Timed Trace

Time-abstract Trace

> Sec. 2.1, Page 5
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The following is the same trajectory for the timed transitions system.

(cooling, (19 O)T), (2.5, (cooling, (18.75 2.5>T)>,

(ay, (idle, (18.75 2.5) T)>, (0.5, (idle, (18.8109 " 3) T)>,

(& Gidle, (19.2029.... 7))

The difference is that we retain information about the duration of the flows.
The following is the corresponding timed trace for (S, LL;).

(2.5), (a1),(0.5), (4)

The trace only retains information about the transition labels and their order. A

2.1.3 Guard and Invariant Satisfaction

This subsections defines the satisfaction relation = for guards and invariants
quard(a) denotes the guard of the switch a and is a function that maps variable
evaluations from IR” to boolean verdicts.

Definition 6 (Guard Satisfaction). A variable evaluation x € IR" satisfies a guard
quard(a), or x F guard(a), iff quard(a)(x) = T. A variable evaluation x € R" vio-
lates a guard guard(a), or x ¥ guard(a) iff quard(a)(x) = L.

inv(¢) denotes the invariant of the location ¢ and is a function that maps variable
evaluations from IR” to boolean verdicts.

Definition 7 (Invariant Satisfaction). A variable evaluation x € IR" satisfies an invariant
inv(¢), or x F inv(¢), iff inv(£)(x) = T. A variable evaluation x € R" violates an
invariant inv(¢), or x ¥ inv(¢) iff inv(¢)(x) = L.

Remark 2.4 (Comparison to Timed Automata). HA can be seen as an extension of timed
automata. In timed automata, all variables are clocks which are limited to a constant flow of
x = 1. Therefore the only continuous dynamics that timed automata can capture are time and
dynamics evolving at the same rate time evolves.

2.2 Runtime Monitoring

Our lives rely heavily on software and digital controllers. These systems are om-
nipresent, not just when it comes to our convenience, like in smartphones and TVs,
but also in many safety critical environments, like on roads and in power plants. Thus,
it is crucial that these systems behave correctly. To this end, there are several verifi-
cation techniques which complement each other. They can be broadly classified into
three categories.
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Software testing is the most popular of the three and is routinely used in the devel-
opment of almost every system [BJK*05]. While it is immensely useful in practice,
it has its drawbacks. Namely the wide range of methods that it covers are informal,
incomplete, and error prone. They boil down to checking the execution of specific
scenarios [MSB11]. Generally, software testing cannot guaranty correctness.

Formal verification, like theorem proving and model checking, can guarantee that a
system is correct with regards to a specification. It does so by proving that every
possible execution of a system adheres to the specification. The downside is that that
it is usually expensive and difficult. For many properties, such as most properties of
hybrid automata, it is even impossible [HKPV98].

Runtime monitoring (RM) is a more lightweight category than formal verification
[LS09,SHL12]. Instead of arguing about the general system behavior encompassing
all possible runs, it is concerned with one execution at a time. By doing so, it trades
stronger formal guarantees for applicability to complex systems. More concretely, this
tradeoff means RM can assure that all runs of a system up to this point are correct,
even when the system is too complex to get any guarantees with formal verification.

There are two ways to implement RM: Offline monitoring analyzes logged system
traces with regards to a specification after the system has run and generated the traces.
Online monitoring analyzes system traces at runtime. The latter implementation is more
restricted in the resources available for two reasons: Firstly, there are only limited
computation and memory resources available during runtime. This is even more of a
concern when monitoring systems in the embedded domain. Secondly, if the monitor-
ing is executed on the same hardware the system is running on, then the monitoring
process can influence the behavior of the system, possibly causing errors itself. Putting
these restrictions aside, online monitoring can provide valuable feedback to a running
system such that it can appropriately react to mitigate potential errors.

Runtime Monitoring

Offline Monitoring

Online Monitoring
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Monitoring Hybrid Automata

The preferred way of specifying properties for runtime monitoring is usually a tem-
poral logic such as Linear Temporal Logic (LTL) [Pnu77] and derivations thereof or
Signal Temporal Logic (STL) [MNO04] (compare - Section 5). These temporal logic
properties are then used to monitor a system, be it a real-life system or a model of a
system such as a hybrid automaton. The idea for this thesis flips this concept around:
The property itself is encoded as a hybrid automaton and system traces are checked
against this automaton.

This nicely complements other specification languages and thus increases the num-
ber of systems that can be monitored. HA can encode complex continuous behavior
that temporal logics cannot capture. Additionally, they are well-suited for capturing
the structure of systems. Therefore, they could provide an additional choice which is
better suited for certain needs than other monitoring tools.

However, the approach comes with its own challenges. Usually a stronger expres-
siveness means that handling of a system becomes more complex . This thesis assesses
this tradeoff for a subclass of hybrid automata. To this end, we designed an algorithm
that takes as input a hybrid automaton and a trace of a black box system and decides
if the trace represents a valid run in the input automaton. The basic idea is to keep
track of all viable paths in the automaton and update these paths as system trace val-
ues become available. As long as there are viable paths left, the trace is accepted. In
principle, the algorithm can be applied online and offline.

This chapter describes what kind of HA and traces are processed by the algorithm
and how the algorithm is constructed.

3.1 Monitoring Traces
In section -» Section 2.1.2 we gave a definition for trajectories, timed traces and time-

abstract traces. Whereas that general definition of a trace focusses on the transition
labels of the abstracted labeled transition system, the focus is now on the variable

11
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Def. Reading

Def. Monitoring Trace
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evaluations of a system. A monitoring trace is the output of a monitored system S. It
is the only information about S that we get; we regard S as a block box system for the
purpose of runtime monitoring.

Definition 8 (Monitoring Trace). Let X = {x3,..x,} be the set of variables of the
monitored system S. Let Xpps C X be the set of observable variables of S. A reading is
an evaluation of the variables in Xpps. A monitoring trace is a sequence of readings as
generated by the execution of the system S.

If not explicitly stated otherwise trace stands for monitoring trace in the rest of this
thesis.

Example 3.1. The following is an example of a monitoring trace for the thermostat in
> Figure 2.2. It represents the same execution as the trajectories and timed traces in
- Example 2.3.

! , <19.4095 e 10) )

A

<19 0)T / <18.8 2>T , (18.8109 . 3)T , (19.2029 e 7)

3.2 Restrictions for the Input

In addition to requiring HA to be non-zeno (= Definition 5), we introduce other restric-
tions on syntax and semantics that make them more suitable for runtime monitoring.
These restrictions are needed for the approach of this thesis.

3.2.1 Flows

We restrict the differential equations for flows to be ordinary differential equations
(ODEs). This is a reasonable tradeoff between expressiveness and computational cost
for computing reachable states. In the future it might be possible to loosen this restric-
tion.

3.2.2 One Reading per Location

We assume that two consecutive readings in a trace cannot skip a location in the
property hybrid automaton. This is a strong but necessary assumption. If any number
of switches in the hybrid automaton is allowed to occur between two readings, the set
of plausible paths explodes too quickly. This restriction also prohibits the automaton
from rapidly switching locations, which is a desirable property, since it is closer to a
stable execution of a system. One could argue that this restriction does not really fit
the requirements for a monitoring algorithm because it is a requirement for the system
trace and not for the monitoring tool. While that is true, the restriction represents a
compromise that is not too restrictive on the behavior of the monitored system S. One
way to enforce is is to set a sufficiently high sampling rate for readings of S.

12



3.3. ALGORITHM

3.3 Algorithm

The purpose of the algorithm is to monitor if a system satisfies or violates a property
specified by a hybrid automaton. It takes as input a hybrid automaton H and a trace
from a black box system S. Then it checks if the trace could be a trace of the automaton.
This section starts with introducing the components of the algorithm and proceeds to
explain how the components work together to form the final monitoring algorithm.

3.3.1 Paths

The algorithm maps a sequence of readings, the trace of the system S, to the hybrid
automaton H. This mapping results in potential paths through the hybrid automaton.
For each new reading, it checks if the readings match the paths. A reading matches a
path if it represents a valid continuation of this path according to the semantics of the
HA. The paths that match are saved and the path that do not match are deleted. If at
one point the set of paths is empty, we know that the input trace does not satisfy the
input HA.

The representation of paths is inspired by zone graphs. Zone graphs are a reachability
abstraction for timed automata and by extension for hybrid automata. The vertices
in a zone graph are the zones consisting of a pair (¢, [6]). Here ¢ denotes a location
in the original automaton and [J] is a clock zone, i.e. the maximum set of variable
evaluations satisfying the constraint . The edges between zones correspond to the
transitions we can take according to the dynamics defined in the automaton. Zone
graphs are a useful reachability abstraction because they are finite in many interesting
cases and can be implemented efficiently. For these reasons, they are used in popular
model checking tools like UPPAAL and KRONOS. Note that since the reachability
problem is generally undecidable for HA [HKPV98], it is not possible to construct a
complete zone graph of a hybrid automaton.

The paths used in the algorithm are based on the same information that zone graphs
are based on; locations and clock zones. However, we do not build a full abstraction
of the system a priori, but instead construct the paths incrementally in accordance
with the readings. Each reading of a trace represents an increment at which possible
locations and clock zones corresponding to the reading are assessed. The specifics of
this process follows in the subsequent section.

3.3.2 Encoding HA Dynamics

To asses validity of paths, the algorithm encodes the dynamics of the input HA and
passes them on to a solver. The encoding depends on the chosen solver.

We considered two solver approaches: Constraint Logic Programming (CLP) and sym-
bolic solvers for systems of differential equations. This subsection briefly illustrates
the concepts of the two approaches. The remaining part of the chapter focusses on
the latter approach, i.e. symbolic solving of systems of differential equations, as this
approach is implemented in the prototype.

13
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3. MONITORING HYBRID AUTOMATA

Constraint Logic Programming

Constraint Logic Programming is a combination of two paradigms: Constraint solving
and logic programming [FA03]. It combines the reasoning principles of logic program-
ming with a constraint system over a specific domain. In logic programming we want
to decide if a set of rules, which can be interpreted as logical implications, is satisfiable.
By generating substitutions and testing if they are consistent with the set of rules we
can find a substitution which satisfies our problem. Of course, this trial-and-error ap-
proach is inefficient in most cases. In constraint logic programming we use constraints
not just for checking consistency of substitutions but also for limiting the domain of
our variables. This example from [FAO03] illustrates the difference:

Example 3.2. X € {1,2} AY € {1,2} ANZ e {1,2} A X=YAX#ZANY > Z

Logic programming would require testing substitutions. Due to the domains of
X,Y and Z, we would have to test up to 8 substitutions. Constraint logic programming
contrarily does not require testing substitution, as the solution can be inferred from
the constraints: Y > Z implies Y = 2 and Z = 1. The constraint X = Y propagates the
information such that X = 2. The last constraint X # Z is already satisfied. A

Ballarin and Kauers [BK] have applied constrained logic programming to parametric
linear systems. When a computer algebra system solves a parametric linear system, the
general solution is not necessarily correct, since it does not account for special values
of the parameters. This problem is known as the specialization problem. To combat
the specialization problem that occurs during Gaussian elimination, the authors of the
paper used constraint programming to maintain assumptions on parameters. More
specifically these assumptions are stored in a constraint store during pivot selection.
The pivot is the non-zero entry in the matrix which is fixed while all other entries
in the corresponding column are reduced to zero through suitable row operations.
Afterwards, solutions are generated for all satisfiable subsets of the parameter space.

While this approach looks promising, it is only able to solve constant differential
equations since their closed from is linear. Therefore, to solve flows formulated as
ODEs some modifications would be necessary. It would have to either be comple-
mented by a pre-processing step or the solver itself would have to be extended.

Symbolic ODE Solver

Symbolic solvers that can solve systems of ODEs are a good fit for hybrid automata,
since the continuous dynamics of HA, the flows, are also stated in the form of ODEs.
However, it is not immediately obvious how the hybrid dynamics comprised of con-
tinuous and discrete dynamics can be encoded in such a system of equations. This
subsection explains the encoding of transitions, guards, and invariants.

Encoding of Transition Times

The following illustrates how the algorithm uses parameters to handle timings of dis-
crete transitions.

14



3.3. ALGORITHM

Let /1 and ¢, be two consecutive locations of an HA H connected by a switch a. The
continuous dynamics of the locations are given by the flow conditions flow(¢7)(t) and

flow(ly)(t).

Figure 3.1: Two Locations Connected by a Switch

Additionally, there are two trace readings r; and r,. We want to encode the as-
sumption that reading r corresponds to location ¢; and reading ; to location ¢;. We
introduce the parameter ts,,+ for the time of the reading r;, t; for the time of the
transition 2 and f, for the time of the reading r».

The following parameterized equation models the behavior of the HA:

et [ flow(e)(x(6)dt + ttz Flow(£) (¢, x(£))dt = 1

Estart

In the same way every transition of a path is encoded. For the initial equation
the time fg of the first reading is known. This simplifies the first equation and
generates information about f;. As the parameter f, corresponds to the parameter
tstart Of the next equation this next equation can be simplified as well. The whole
system is incrementally simplified in this way.

Encoding of Guard Conditions

Guards are represented through additional equations. In the following the approach
from above is extended with a guard condition. We illustrates how the system of
equations is expanded with the encoding of the guard(a).

Figure 3.2: Guard Condition

All assumptions from before still hold. In addition, the guard condition has to hold
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during the transition a at time t;. That results in the following system of equations:

r+ " flow(lq)(t, x(t))dt + ttz flow(4y)(t, x(t))dt =1y

Estart

1+ /‘t] flow(41)(t, x(t))dt = quard(a)

Estart

The relation = can be translated to equations according to » Section 2.1.3. This guard
encoding is applied to all guard conditions of a path.

Encoding of Invariant Conditions

Invariants are also represented through additional equations. However, their encod-
ing requires and additional step. The following extends the approach for the timing
of transitions from Figure 3.1 with the invariant conditions inv(¢;) and inv(¢;). All
assumptions from that approach continue to hold, including that parameter t,,; is the
time of the reading r1, t; the time of the transition a and ¢, the time of the reading 7.

Figure 3.3: Invariant Conditions

In addition to the assumptions from before, the invariant condition inv(¢;) has to
hold in location ¢1, i.e. from ts4¢ to t1, and the invariant inv(¢;) has to hold in location
{5, i.e. from t; to t5.

t/

Vt' € [tstar, 1] 1 71 + flow(¢1)(t, x(t))dt E inv(€1)A

tstart

V' € [ty, ] i1 + " flow(41)(t, x(t))dt + ttl flow(4y)(t, x(t))dt E inv(£y)

Estart
t/
= ﬁ(at' € [ttt 1] i1+ | Flow(61)(t x())dt ¥ ino(61)V

Estart

Estart

At e [k, o] i+ " flow(4y)(t, x(t))dt + /ttl flow(£y)(t, x(t))dt ¥ inv(éz))

The latter form with the existential quantification can be translated to equations that
extend the system of equations.This invariant encoding is applied to the whole path.
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3.3.3 Combining the Components

This section describes how the components described above are combined to form the
monitoring algorithm. There are three levels of nesting.

Algorithm 1 - checkDynamics

The lowest level is the algorithm checkDynamics (= Algorithm 1). It takes four inputs:
The HA specification, a path from the set of plausible paths, a new location and a new
reading. checkDynamics checks if the new reading in the given location is a viable
continuation of the path according to the dynamics defined in the HA. It starts with
comparing the end of the path, i.e. its tail, with the new input. More concretely, only
the the last reading and location of the path are at first compared with the input
location and input reading. Only when these dynamics have been successfully tested,
the dynamics of the complete path are checked.

The actual checks are performed in order of computational cost: The easiest checks
are performed first and the most expensive checks in the end. If one of the checks fails,
the function returns the empty set. Additionally, the partial results of each check are
used in the subsequent steps. In the first five steps, the HA constraints are encoded in
a new system of parameterized differential equation by the function createEquation.
The specifics of this encoding are explained in - Section 3.3.2. Then this system of
equations is passed to a solver, denoted by the function solve. If the result set is empty,
there is no solution to the problem. In this case checkDynamics returns @. If the check
passed, the result set is a simplified system of equations. Often this simplification
is a constraint set for the parameters, or even a unique solution to the problem. In
other situations the information in the system of equations does not suffice for any
simplifications and it remains unchanged. In either case the result is passed on to the
next check and used in the construction of the next system of differential equations.

The following describes the purpose of each check. The first merely tests if the new
reading satisfies the invariant condition of the input location. The computation for
checks two through five is based on the the last reading in the path, the input reading
and the dynamics of last path location and input location. The second check computes
plausible transition times between the two locations. The third checks satisfaction for
the guard condition at the plausible transition times. The fourth is responsible that the
invariant condition holds in the first location, as long as the system has not transitioned
yet. The fifth does the same for the invariant condition of the input location.

The sixth check is different from the prior checks. While the others only took the
last two locations and readings into account, the final one checks the complete path
dynamics. To do so it creates a new path based on the old path and the solved system
of equations from the steps before. Note that the responsible function createPath does
not construct a completely new system of equations. It merely extends the system of
equations saved in the old path with the system of equations constructed in the other
five steps. This system of equations is then passed to the solver. At last, when all
check are satisfied, checkDynamics returns the newly constructed path.
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Algorithm 1: checkDynamics

1

8 equationGuard <— createEquation(HA, path.tail, location, newReading, guard)

10
11

12

13
14
15

16

17
18
19

20
21
22
23

24

ht

Input: HA, path, location, newReading

Output: newPath bases on continuation of path with newReading in location
according to dynamics of HA

/* 1st check - invariant of new location for newReading
if newReading ¥ location.invariant then
| return @

/* 2nd check - determine possible transition times
equationTransition +— createEquation(HA, path.tail, location, newReading,
transition)
equationSystem <— solve (equationTransition)
if equationSystem = @ then
L return @

/* 3rd check - guard to new location

equationSystem <— solve (equationSystem A equationGuard)
if equationSystem = @ then
L return @

/* 4th check - invariant of path.tail

equationinvariantl <— createEquation(HA, path.tail, location, newReading,
invariant1)

equationSystem <— solve (equationSystem A equationlnvariantl)

if equationSystem = @ then
L return @

/* 5th check - invariant of location

equationinvariant2 <— createEquation(HA, path.tail, location, newReading,
invariant2)

equationSystem <— solve (equationSystem A equationlnvariant2)

if equationSystem = @ then
| return @

/* 6th check - path dynamics

newPath <«— createPath(path, equationSystem)
newPath.equationSystem <— solve (newPath.equationSystem)
if newPath.equationSystem = @ then

L return @

/* passed all checks - return newPath
return newPath

*/

*/

*/

*/

*/
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Algorithm 2 - updatePaths

The second level of the monitoring algorithm consits of the function updatePaths
(= Algorithm 2). It takes three inputs: The HA specification, the set of plausible paths
for the trace of the system S and a new reading of that trace. updatePaths updates the
given set of plausible paths with the new reading. To this end it checks how each path
could be continued with regards to the reading and the HA dynamics. The checks are
performed by the function checkDynamics (Section 3.3.3). First the successor locations
of the last location in the path, the tail location, are checked. For each viable successor
continuation a new path is added to the set paths. After the successor locations the
HA dynamics for remaining in the same location are checked. If they match, the path
in the paths set is updated. Otherwise the paths is deleted from paths.

Algorithm 2: updatePaths

Input: HA, paths, newReading
Output: paths updated with dynamics according to newReading

1 foreach path € paths do
2 if path # initialPath then

3 foreach successorLocation of path.tailLocation do
/* check dynamics for successor locations */
4 newPath <— checkDynamics (HA, path, successorLocation, newReading)
if newPath # @ then
6 L paths <— paths U newPath
/* check dynamics for remaining in location */

newPath <— checkDynamics(HA, path, path.tailLocation, newReading)
if newPath # @ then

‘ path «— newPath

10 else

11 L paths «— paths \ { path }

Algorithm 3 - Main Loop

The main monitoring loop (= Algorithm 3) represents the top level of the algorithm.
The input to the algorithm are the hybrid automaton specification HA and the system
trace trace. It is important to note that the system trace is not fully available in
the beginning, since the algorithm is designed for both online and offline monitoring.
Instead, a call to the function checkTrace returns a new trace value if one is available.
checkTrace also provides feedback whether the monitored system S and with it the
monitoring process are active. The algorithm starts by creating the initial path based
on the initial location and if available the initial values of the variables. These initial
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values are derived from the init condition of the initial location. While the monitoring
of the system S is active and there are plausible paths in the set paths, the algorithm
waits for new trace readings. For each new reading the set of paths is updated by the
function updatePaths. In the end, the set of plausible paths is returned. If the empty
set is returned, trace violates the property given by HA.

Algorithm 3: Main Monitoring Loop

Input: Hybrid Automaton HA, System Trace trace
Output: paths in HA according to trace

monitoringActive = T
paths «— createInitialPath(HA)
while paths # @ and monitoringActive do
(newReading, monitoringActive) <— checkTrace (trace)
if newReading # @ then
L paths «— updatePaths(HA, paths, newReading)

N Ul R W N =

if paths = @ then

| print Property violated
9 else
10 | print Property satisfied

@ 3

11 return paths

3.3.4 Optimizations

This subsection describes how some aspects of the basic algorithm above can be im-
proved.

Reachable States

The algorithm incrementally processes the trace reading-by-reading. This can result in
a backlog of unprocessed readings when the processing takes too long and the sam-
pling rate of the trace is high. A big backlog can mean that the monitoring algorithm
is only able to report a property violation when it is too late. The problem is even
more significant when the hardware the monitoring is running on is low powered,
as is often the case with online monitoring. Since online monitoring is often used in
embedded systems, and since these systems tend to be constrained in their form factor
and their energy resources, these systems cannot be equipped with a high processing
power.

To mitigate the problem of a backlog, we introduce two approaches that supple-
ment the monitoring with a reachability analysis. The reachability analysis simplifies
the processing of trace readings, thereby speeding it up resulting in a reduced back-
log. The first component is a static reachability abstraction of the specification HA. A
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complete reachability analysis is generally not possible because the reachability prob-
lem for hybrid automata is not decidable [HKPV98]. However, an approximation of
parts of the reachable state space can be computed by tools like FLOW* [CAS12]. The
precision and the depth of the reachability analysis depend on the complexity of the
HA and the resources available. There are more computational resources available in
this step as it is performed before the actual system runs. Therefore, it is not limited
to the hardware of the system and does not produce a backlog.

The other way a precomputation of reachable states can reduce processing time,
and thus backlog, is during monitoring. It is reasonable to assume that the required
processing of trace values is not evenly distributed across the run of the system. For
one, trace values might not become available at a constant sampling rate, but instead
in bursts. Another reason for an uneven distribution is that the processing itself de-
pends on the dynamics of the HA model, which varies throughout the automaton.
Another big factor is how many viable paths have to be assessed for continuation with
each reading. This number can fluctuates significantly during monitoring. For these
reasons, there are sections of a run where more processing resources are available for
monitoring. In these sections, the algorithm can compute the states that are reachable
from the end of the paths. Since the end of the paths consist of the last trace reading
and the last location of the path, they provide a precise starting point for the reachabil-
ity computation. When computed, the reachable states can be encoded as constraints
in the systems of equations of the paths. These additional constraints reduce the time
needed for solving the systems of equations.

The main issue when computing reachable states is a state explosion similar to the
path explosion problem outlined in the next subsection. Exploring a greater number
of steps can quickly become infeasible. However, in our scenario, the reachability
analysis only needs to be performed for a shallow depth to be useful for the analysis
of future trace values. Instead of one deep exploration of reachable states, which is a
computationally intensive task, the structure of our problem means that many shallow
explorations, which are easy to compute, suffice.

Path Explosion

As we monitor a system, the number of possible paths can explode quickly. This sub-
section investigates this problem of path explosion and possible remedies that keep
the problem contained. The cause for the problem is similar to the cause of the state
explosion problem when exploring reachable states in a transition system or a graph.
As the monitoring progresses the set of plausible paths increases. Each path can spawn
more potential paths and thus the number of path can quickly explode. The problem
is especially pronounced when different sections of the automaton have similar dy-
namics and when the set of observable variables is small. A large number of paths has
two problematic consequences: If there are a lot of viable paths that all keep on getting
longer, more memory is consumed to save these paths. Additionally, each processing
of a trace reading takes longer because every continuation of every path needs to be
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evaluated.

Thankfully, some regions of the HA drastically reduce the set of paths. We call
these occurrences checkpoints. They are locations or switches that enable the algorithm
to rule out other behavior, thus greatly reducing the number of possible paths. An
example of a checkpoint would be an invariant condition that is disjoint to every other
invariant condition or a change in the dynamics of traced variables that can only occur
with a certain transition. The more constraints are specified on the dynamics of the
system, the easier it is to rule out other behavior. Therefore, it is import that all
implicit assumptions about the behavior of the monitored system are formulated as
explicit constraints in the HA specification.

The algorithm can also be optimized to better handle the path explosion. For the fol-
lowing optimizations we will change the requirements for the monitoring algorithm.
This subsection assumes that the result set of the monitoring algorithm is binary, ei-
ther “satisfaction” or "violation’. This means the algorithm does not output the plausible
path through the automaton if the trace lies within the HA.

Path Trimming

One of the consequences of this assumption is that we do not need to keep the com-
plete paths in memory. This subsection investigates what path information needs to
be kept to correctly decide the monitoring problem.

The crux of this problem are the unobservable variables that are not part of the trace
readings. Assume all variables are observable and thus part of every reading. Then a
reading and the corresponding location would fully specify the state of the automaton
at the time of the reading. The full state is enough to decide if the next trace reading
matches a valid continuation of the HA in either the same location or after taking one
transition to a successor location. Therefore, when all variables are observable, it is
enough to keep the last location and the last trace reading of each path in memory to
correctly decide the monitoring problem.

However, this is not the case if there are also unobservable variables. For an intuition
on this, consider the following example:

Example 3.3. Assume flow({y) = flow({3). Further assume the monitoring algorithm
has determined that there are two plausible paths, one through ¢, ¢, and ¢4 and the
other through /1, /3 and /4. The only difference in the dynamics of the paths is the
respective reset of the variable x at transition 4; and a,. x is an unobservable variable
and thus not part of the trace readings. Only the path through ¢, ¢, and /4 satisfies the
transition guard x = 1 to /5. But the last trace reading in ¢4 and the information that
we are in /4 are not enough to make this distinction as they provide no information
about the unobservable variable x. A

The example illustrates that we need to save information about unobservable vari-
ables in the paths to correctly decide the monitoring problem. We denote these vari-
ables, which are not part of the trace readings but included in the HA, as indirectly
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Figure 3.4: x is an unobservable variable

observable. In addition to the last reading and the last location of a path, all informa-
tion that might lead to insights about indirectly observable variables needs to be kept
in memory to correctly decide property satisfaction of a trace. Exactly what kind of
information can provide insights on indirectly observable variables could be explored
in future work. This regards information about the dynamics of the automaton saved
in the system of equations of the path. The sequence of locations does not hold any
additional information for deciding the monitoring problem and is not saved.

Moreover, it is sometimes possible to combine paths to reduce their number. Two
trimmed paths can be combined when they are indistinguishable with regards to their
information. When the current location and the constraints on variables and param-
eters encoded in the system of equation are the same, they are indistinguishable and
one of the paths is deleted. This eliminates redundant information and thus memory
consumption. Additionally, since the number of paths is reduced, each new reading
can be processed faster.

3.4 Complexity

At the core of the algorithm is the solving of systems of differential equations. As the
readings provide an initial value for each differential equation, they can be solved. The
system of equations can be solved by quantifier elimination over the reals using cylin-
drical algebraic decomposition [ACM84]. This process is doubly exponential in the
number of quantified variables. For each reading r; € R" in each path, two quantifiers
are used to encode the invariant conditions. Each time a new reading is added to the
path, the system of equations has to be reevaluated. The complexity of the evaluation
of a path is doubly exponential in the length of the path. This means the approach
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is feasible when the number of readings and paths is small and quickly becomes in-
feasible when their number becomes large. The main potential for optimization is
reducing the set of paths, as we cannot influence the number of readings. Accounting
for intermediate results, that are used when evaluating paths, could also improve the
complexity analysis.

The results are validated by the two test cases of the implementation (= Section 4.2).

3.5 Correctness

In the following we prove the correctness of the algorithm. We start by formalizing a
notion of paths of HA.

Definition 9 (Hybrid Automaton Paths). The set of paths of a hybrid automaton H is
defined as the infinite sequences of states and transitions as defined by the semantics
of H: Paths(H) = {q1619205 - - - | Vi : q; = ({;,val;) € (V x R"),6; = (£, 07) € (R} x X)
as defined by the semantics of H}

The following formalizes the requirement that two consecutive readings in a trace
cannot skip a location in the property hybrid automaton (= Section 3.2.2) and defines
the monitoring problem. Note that the first line encodes the requirement.

Definition 10 (Monitoring Problem). Let the trace of a system S be a finite sequence
of readings r; € R": p =r4,..., 1y and let Paths(H) be defined as above.

The trace p generated by the system S satisfies the hybrid automaton specification
H,or pF H, iff

VieN,1<i<m:3j<i:é=(0)A

. L
3t <t;:r; = val; —|—/] L flow(4)) (T, x(7)))dT
s

Theorem 3.4. Algorithm 3(H,tr) implements the monitoring problem defined in Definition 10
for an input hybrid automaton H and a corresponding input trace p of a system S.

Proof. Proof sketch by induction over the trace readings

Induction Base m = 1
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VieN,1<i<1:3j<i:é=(f,0)A

. HE A
3t <tj:ry = val; +/ ” flow(¢;) (T, x())dt
itk
. . 3
=3j<1:0;=(tj,oc) N3t < tj:ry =valj + s flow(¢;)(T,x(7))dT
T fe

1
Qq
l

t+2k 1tk
(f,0) ANt < f1: 11 = valy +/ flow(41) (T, x(7))dT

51 = (f,0) N3t < £ : 1 = valy +/ flow(¢y)(t,x(7))dt
0

Algorithm 3(H, r1) implements this behavior: In line 2 the initial path is created
based on the start location and the variable valuation encoded in the initial condi-
tions. This first variable valuation corresponds to val;. Then, the while-condition
is satisfied and checkTrace returns (r1, T). Consequently, the if-condition is evalu-
ated to T and updatePaths is called in line 6. Since only the initial path is in the
set of paths, only one call to checkDynamics is issued in line 7. checkDynamics im-
plements the definition of the HA dynamics, thus producing a new path based on
the inital path. In this new path a systems of equations is encoded corresponding to
r1 = val] + fot flow(¢1)(7,x(7))dT as it is precisely the definition of the HA dynamics
in the first location, taking val; as r; and rq as 1, (compare Section 3.3.3). In line 8 the
if-condition is satisfied and the initial path in the path set is updated to account for
the first reading. The algorithm returns to Algorithm 3. In the second iteration of the
while loop checkTrace returns (@, L). Thus the if-condition and the while-condition
are violated. Since paths is non-empty, 'Property satisfied” is printed in line 10. In line
11 the path corresponding to the equation is returned, which is equivalent to property
satisfaction.

Induction Hypothesis

We assume for some arbitrary m € IN, that the Algorithm 3 correctly implements
the monitoring problem defined in Definition 10 for the first m trace readings.

Induction Step

We sketch that the induction hypothesis implicates that the algorithm is correct for
the first m + 1 readings. The intuition behind the correctness is that the definition
of the monitoring problem and the algorithm are both constructed based on the HA
dynamics presented in this thesis, albeit with a different encoding.

From the induction hypothesis follows that the first m iterations of the while loop
are correct. In the m + 1% iteration of the loop, the m + 15 trace reading is checked.
In line 6, updatePaths is called with the HA definition, the correct set of paths for the
first m readings, and the m + 1" reading.
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The induction hypothesis also implies that for the first m readings, the following
holds:

Vie]N,lgigm:Eljgi:(Sj:(t},a)/\

. A
It <ti:rp=vali+ | flow(¢;)(T,x(T))dT
T fe
For the theorem to hold, it has to follow from the equation above and the algorithm,
that

N
HE T

In<m+4+1:6, = (f,0) NIt < by ryyr = valy + flow(ty) (T, x(1))dt

=6

On an intuitive level, the above means that the reading r,,11 is between 7 — 15t and
the " location of a path 7t € Path(H) for some 7 < m + 1. Since we know that the
algorithm is correct for the first m readings, there exists an implementation path p’
corresponding to 7 for the first m readings in the set of plausible paths. updateChecks
checks the continuation of the path either for remaining in /; or for a successor location
i11. Thus, 7 < j+1 and since j < m it follows that n < m + 1.

In the prior m steps, checkDynamics has created a system of equations encoding
val;. If the path is updated because the system remains in the j"™ location, then val, =
val;. When a new path is created based on a successor location, then checkDynamics
encodes val; = val; + ft:r?’i if flow(¢;)(7,x(T))dt as defined by the encoding of the
semantics of the HA H. e

For the first case, checkDynamics encodes 7,41 as 741 =

val, + ftjr?’i if flow(¢;)(t,x(T))dt. For the second case, 7,41 is encodes as val, +

fzt;rz’ti:ltk flow(¢;)(7,x(T))dt. One of these paths corresponds to the path 7. The other
k=1k

one corresponds to a path 7’ that is an alternative path through the automaton.
O
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Chapter

Experiments

This chapter discusses the implementation of the algorithm introduced in - Section 3.3,
highlighting the differences between the theoretical algorithm and the practical imple-
mentation. Additionally, we present how the implementation handles two test cases
and illustrate how the complexity changes. The code of the implementation can be
found on github 1.

4.1 Implementation

The algorithm was implemented in MATLAB R2019a. We chose MATLAB because
of its support for symbolic and numerical solving of systems of differential equations.
Additionally, it allows for fast development of a prototype that demonstrates feasibility
of a practical implementation.

While the theoretical algorithm is correct, the implementation introduces potential
approximation error sources. An error may happen because numerically solving the
equations is implemented as the fallback option for situations where the symbolic
solver fails to find a solution. Additionally, some intermediate results are saved nu-
merically because the symbolic expressions become to complex for the solver. We go
into more detail when describing how trace values are processed.

4.1.1 Inputs

The algorithm decides whether a system trace of a black box system satisfies a property
specified as a hybrid automaton. A system trace satisfies a property HA when the trace
lies within the trace set of the automaton. We assume the trace and the automaton
fulfill the requirements described in - Section 3.1 and - Section 3.2.

The input automata are encoded in the file initHa.mlx. The definitions of the HA
presented in the test cases in Section 4.2 can be found in this file. HA are represented

Lgithub.com/pbungert/MonitoringHA
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as structs of locations and guards. Locations are implemented as struct arrays of
unique identifiers, flows, invariants and successor locations. Flows are specified as
differential equations. Thus, they can fully model ODE:s as specified by the theoretical
algorithm. Invariant conditions are simplified to intervals of the form {x € R" |
I < x <uAlu € Q"}. We opted for this simplification as it demonstrates how
invariant checking integrates into the algorithm and lets us focus on other areas of the
implementation. Invariants could be extended with reasonable effort since it would
only require changes to few parts of the code. Switches of the HA are encoded by
including a set of successor locations in each location. This simple encoding proofed
beneficial for the implementation. The transition guards are also simplified to intervals
of the form {x € R" | | < x < uAl,u € Q"}, for the same reason as the integrals.
The guard function, i.e. the mapping from transitions to guards, is realized by a four
dimensional array. One dimension encodes the origin location of the transition, one
the destination location, one which variable is concerned, and one whether the lower
or the upper bound is specified.

The system trace input is realized as a table of trace readings. Each call to the func-
tion checkTrace, which is also defined in the theoretical definition of the algorithm,
retrieves a reading until all readings have been processed. While this means that we
have implemented offline monitoring, the interface could be extended to inputs of a
runnings system, making it an online monitoring algorithm. The main code would be
unaffected by this change.

4.1.2 Processing of Trace Readings

The overall structure of the implementation is very similar to the structure outlined in
>Sec. 3.3, Page 19 - Algorithm 2 and -» Algorithm 3. The most important difference between the theoret-
>Sec. 3.3, Page 20 ical algorithm and the implementation is that the implementation assumes the set of

observable variables is the same for each reading and that there are no additional vari-

ables in the automaton. Consequently, the implementation can correctly construct all
plausible paths solely based on incremental checks between two locations correspond-

> Page 21 ing to two readings (compare - Section 3.3.4). Therefore, only checks one through five
are sufficient to correctly decide this variant of the monitoring problem. The sixth
check and the extension of the system of equations is not necessary. The implementa-
tion does not store a system of equations for the dynamics of the overall path. Only
the sequence of locations, the trace readings and the possible timing of the trace read-
ings is kept in memory. For the remainder of the section we assume that the possible
timings of the readings is saved in the readings.

> Sec. 3.3, Page 18 The following describes how checks one through five of checkDynamics (= Algorithm 1)
are implemented. These checks test if the dynamics of the property HA allow the con-
tinuation of an input path with an input reading. They are based on the last location
and reading in the input path and a new location and reading, which are potentially
the next element of the path.

The first simply checks if the new reading is within the interval of the invariant of
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4.1. IMPLEMENTATION

the new location. For checks two through five a system of equations is created and
then solved. The following exemplifies that process by focussing on the second check.
This check computes possible values for the time #; when the transition happens and
for the time #; of the new input reading, denoted by r2 in the code. t is a parameter
for the time of the first reading, denoted as r1. The possible values for ¢+ have been
computed in the step before.

The following code starts with encoding the last reading of the path, r1, as an
assumption. This assumption is then used to simplify the system of flow equations of
the first location. This step uses the symbolic solver dsolve that produces symbolic
output. Thus no approximation error is introduced in this step. The same is done for
the second reading and the flow of the second location.

%% simplify flow of 11 with rl

% create assumption

assume = ha.variables(t_start) == rl;
[...]

% solve

[flow_11{:}] = dsolve(ll.flow, assume);
[...]

%% simplify flows of 12 with r2

% create assumption

assume = ha.variables(t_2) == r2;

[...]

% solve

[flow_12{:}] = dsolve(1l2.flow, assume);

In an intermediate step not shown here, the simplified equations are converted to the
function handles eval_flow_11 and eval_flow_12. These function handles are then
used to formulate the equation system including the integrals. Compare - Section 3.3.2
for details about the equation.

%% formulate equation with simplified flows and readings
equation = rl + eval_flow_11(t_1) — eval_flow_l1l(t_start) +
eval_flow_12(t_2) — eval _flow_12(t_1) == r2;

%% solve equation
solution = solve(equation);
solution = (structfun(@double,solution, 'UniformOutput', false));

There are two steps in the listing above that can introduce numerical errors. The first
one is the function solve. When solve cannot find a solution symbolically, it tries
a numerical solver instead. Afterwards, if the solution set is not already numerical,
it is converted from a symbolic to a numerical solution. This is different from the
theoretical algorithm that only uses exact symbolic computations.
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4. EXPERIMENTS
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Figure 4.1: Linear Thermostat

The method for the other checks in checkDynamics is very similar as only the equa-
tion itself is different.

4.2 Test Cases

This section presents two test cases for the implementation.

Thermostat

The first test case is similar to the thermostat used throughout Chapter 2. However,
we simplified the location idle with ODE flow dynamics by substituting it with the
two locations idlecooiing and idleygrming With linear dynamics. The resulting property
HA is depicted in Figure 4.1.

The corresponding trace is depicted in Table 4.2 below. The monitoring algorithm
only uses the columns Temperature (x) and Clock (y) as they present the variable
evaluations. The columns Time and Note columns are only included for clarity.

The algorithm correctly determines that the trace satisfies the property and outputs
two plausible paths:
* cooling, cooling, cooling, idleyaming, heating, heating, heating, idleooling
* cooling, cooling, cooling, idleyaming, heating, heating, idlec,oing, heating
The first path is the path used for precomputing the trace as described in the Note
column. Due to how different the flow conditions in the locations are, the maximum
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Time Note Temperature (x) | Clock (y)
2019-09-11 00:00:02 | cooling 18,80 2
2019-09-11 00:00:08 | cooling 18,20 8
2019-09-11 00:00:13 | 3s in cooling — 2s in idleyayming 18,00 13
2019-09-11 00:00:17 | 3s in idleygyming — 1s in heating 18,35 17
2019-09-11 00:00:25 | heating 19,95 25
2019-09-11 00:00:46 | heating 24,15 46
2019-09-11 00:00:50 | 0.75 s in heating — 4s in idleyoling 24,10 50,75

Table 4.2: Thermostat Trace

number of potential paths during the execution is two.

WALL-E?

This is different for the other test case, WALL-E, since here the flow dynamics are more
similar. The HA specifying the correct behavior for WALL-E is depicted in Figure 4.3.
The following table is an execution trace that is checked against the specification.

Time Note Left to Clean (c) | Energy (e)
2519-09-11 00:00:03 | 3s in recharge 1000000003 103
2519-09-11 00:00:06 | 2s in recharge — 1s in eager 999999996 102
2519-09-11 00:00:10 | 1s in eager — 3s in normal 999999969 93
2519-09-11 00:00:14 | 2s in normal — 2s in lazy 999999951 87
2519-09-11 00:00:19 | 3s in lazy — 1s in eager 999999933 81

Table 4.4: WALL-E Trace

e recharge, recharge, eager, normal, lazy, eager

* recharge, recharge, eager, eager, eager, eager

* recharge, recharge, eager, normal, normal, normal
* recharge, recharge, eager, eager, normal, normal

* recharge, recharge, eager, normal, eager, eager

* recharge, recharge, eager, lazy, eager, eager

* recharge, recharge, eager, lazy, normal, normal

* recharge, recharge, eager, eager, eager, normal

* recharge, recharge, eager, eager, eager, lazy

* recharge, recharge, eager, normal, normal, eager

2 All rights to the name belong to The Walt Disney Company and its subsidiary Pixar Animation Studios
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c=10°
e = 100

recharge
c=1
e=1

e <200

Figure 4.3: WALL-E

WALL-E was left behind to clean up after humans have left earth. He has 10 areas
left to clean. Cleaning up requires energy that has to be recharged when it is almost
depleted. WALL-E is a moody robot that can decide how fast he cleans up. His
moods are modeled by the locations eager, normal and lazy. With depleting energy
levels he becomes lazier. Earth deteriorates with a rate of one area per time unit
while he is charging.
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4.3. COMPLEXITY OF THE IMPLEMENTATION

* recharge, recharge, eager, normal, normal, lazy

* recharge, recharge, eager, eager, normal, eager

* recharge, recharge, eager, eager, normal, lazy

 recharge, recharge, eager, eager, lazy, eager

* recharge, recharge, eager, eager, lazy, normal

* recharge, recharge, eager, normal, eager, normal

* recharge, recharge, eager, normal, eager, lazy

* recharge, recharge, eager, normal, lazy, normal

* recharge, recharge, eager, lazy, eager, normal

e recharge, recharge, eager, lazy, eager, lazy

* recharge, recharge, eager, lazy, normal, eager

* recharge, recharge, eager, lazy, normal, lazy

Even though there are only 5 reading in the trace, the implementation returns 22

possible paths. The first path is the one that was used for the computation of the trace
values. This path explosion occurs because the continuous dynamics in the locations
are very similar. Since the global clock is only implicit and not explicitly given like in
the thermostat test case, lots of paths are possible in each step. When WALL-E starts
to recharge the possible paths are drastically reduced because it is the only location
where the energy level increases.

4.3 Complexity of the Implementation

Compared to the theoretical algorithm, adding a reading to a path has a lower com-
plexity. This is because the introduced restrictions mean, that the computationally
most expensive step of evaluating the whole path is skipped. An exact complexity
analysis is not possible since there is no information on the complexity of the numer-
ical MATLAB solvers we used. However, the main result of the complexity analysis
of the theoretical algorithm remains true for the implementation: an high number of
readings or paths makes the monitoring algorithm infeasible. This result is verified by
the two case studies.
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Chapter

Related Work

The topic of the thesis is validating if a trace is modelled by a hybrid automaton
(HA). An interpretation of this is seeing the HA as a property specification, and then
monitoring this specification in much the same way as a specification expressed in a
temporal logic. The logic of choice is often linear temporal logic (LTL) or an exten-
sion thereof. As RM does not reason over infinite traces, which are usually associated
with LTL properties, but over finite prefixes of infinite traces, Bauer et al. have lifted
LTL from a two-valued domain to a three-valued domain [BLS06, BLS11]. The result-
ing logic LTL3 adds the verdict inconclusive to the usual true and false. This verdict
is reached when it is not possible to yield either true or false because the necessary
information is not contained in the finite prefix, but only in the infinite continuation
of the trace.

Other monitoring approaches avoid these problems by reasoning over temporal log-
ics with bounded time. MITL (metric interval temporal logic), for example, is a logic
which adds time bounds to temporal operators. Bounded operators are easier to han-
dle than their unbounded counterpart since the evaluation of a property is clear once
the time specified by the bound has passed. STL (signal temporal logic) by Maler et al.
in turn extends MITL to allow monitoring of real-valued continuous signals instead
of boolean-valued atomic propositions [MNO04]. Maler et al.’s offline monitoring algo-
rithm for STL formulae uses backtracking to assess these continuous signals. Because
backtracking requires the trace to be fully available, this approach does not work for
online monitoring. Thus other methods for online monitoring have been developed
[DDG"17,NMO07]. These techniques resort to an incremental evaluation of the trace.
Since STL is expressive and has been show to work well with hybrid systems, we want
to compare it to our problem of monitoring HA online. In particular, our aim is to
show that HA monitoring is more expressive than STL monitoring.

Another field related to our problem of runtime monitoring is system falsification.
Just as in our approach, the problem Annapureddy et al. [ALFS11] tried to solve boils
down to finding a particular path in a hybrid automaton. However, there is an impor-
tant difference. We aim to check if there is a path in a property HA which corresponds
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to the output trace of a system. Annapureddy et al., on the other hand, take the sys-
tem modelled as an HA as an input and then try to match an input signal to this
HA such that an MTL specification ¢ is not satisfied — hence the name system fal-
sification. Their tool S-TaLiRo simulates several runs for the input signal and uses
stochastic optimization techniques to come closer to a falsifying trace with each iter-
ation. However, the stochastic optimization is not efficient when the result set of an
MTL- or STL-specification evaluation is binary. Instead of just satisfaction or violation
it would be better to receive feedback on how close the path was to satisfying or vi-
olating the property to adjust for the next iteration. This is where robustness metrics
come into play. Space robustness metrics [DM10, DFM13] provide feedback by assign-
ing a value close to zero if a variable evaluation came close to a required value and a
value further away from zero if the margin was greater. Time robustness metrics, on
the other hand, provide feedback whether a goal was reached/violated just-in-time as
opposed to within a larger time margin. Akazaki et al. [AH15] have combined space-
and time robustness in a logic called AvSTL to improve the performance of the falsifi-
cation solver S-TaLiRo. While the falsification problem is fundamentally different than
runtime monitoring in some aspects, it shares other key aspects with our problem.
Both approaches are concerned with finding traces in HA at their core, albeit with a
different background.

Similar to our approach, Sistla et al. [SZF12] use probabilistic hybrid automata
(PHA) to specify properties for monitoring. However, their focus is on a different
problem, namely monitorability of probabilistic hybrid automata. Hence, they only
explore the idea of HA as property models on a superficial level driven by the mo-
tivation to approximate liveness properties. When monitoring safety properties they
default to Biichi automata. The goal of this thesis, on the other hand, is to model
valid system behavior in a HA and then check whether the output of a real system
corresponds to this model specification.

An important part of our algorithm is estimating the current location of the HA
based on the trace information from the dynamical system. Diagnosability is also
concerned with location estimation, though from a different angle. A system is defined
as diagnosable if it is possible to determine within a fixed time bound if the current
location is element of a subset of all locations, called critical locations. Benedetto et
al. have tried to answer that for hybrid systems [DBDGD09] and HA [DBDGD11] in
particular. However, their approach is based on a different notion of a trace than
ours. While we want to use all trace information consisting of transitions and variable
evaluations, they primarily use the finite set of discrete transition labels and the delay
between these transitions. Only when this information does not suffice to show that
the system, modelled by a hybrid system called switching system, is diagnosable, their
algorithm performs an intermediate step. In this step the continuous input and the
observable continuous output are transformed into discrete output labels.

Other methods for the analysis of HA approach the problem from the opposite
direction. Instead of monitoring a trace of a dynamical system to match it to a HA like
we do, they simulate the execution of the HA and monitor this simulated trace. HySIA
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[IG17] is a tool designed for this purpose. It computes an approximation of a trace of
a nonlinear deterministic HA. Deterministic in this context means that a transition is
taken as soon as it is enabled. While this is an interesting problem on its own, we will
consider the more general case of nondeterministic models in our work.

The tool FLOW* allows us to analyze nondeterministic HA with nonlinear flow
dynamics [CAS12, CAS13]. It computes flowpipes, which represent the set of states
that are reachable within a given time interval according to the dynamics of the system
under scrutiny. The main contribution of the authors is extending the use of Taylor
models to compute flowpipes from purely continuous models to HA, which combine
continuous dynamics with guarded discrete location changes. Our work complements
this general reachability problem for HA by updating the approximation with trace
values from the running system. This substantially reduces the set of reachable states
thus making the computation more efficient and accurate.
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Chapter

Conclusion

This thesis is based on the idea to encode runtime monitoring properties in hybrid
automata. Due to the ability of hybrid automata to capture both discrete and continu-
ous behavior, they are well-suited as a specification tool for many systems. However,
since they are so different from other means of specification, it is not obvious that this
complex model can be used for monitoring.

To assess the feasibility of the idea, we constructed an algorithm that takes as input
a property hybrid automaton and an input trace from a black box system. The algo-
rithm decides if the input trace lies within the set of traces defined by the property
automaton. To this end the trace readings are mapped into possible paths through the
HA. If a trace satisfies the specification, the set of all plausible paths is returned.

We soon realized that the input to the algorithm needs to fulfill certain require-
ments and outlined these restrictions. For one, the continuous dynamics of the hybrid
automaton are restricted to ordinary differential equations. Additionally, we require
a trace reading for every visit of a location. The latter restriction is severe as it is
a requirement on the system trace. However, this compromise is necessary to limit
path explosion to a manageable level. Further, we outlined potential problems of the
algorithm and how they can be mitigated with optimizations.

In a second step, we implemented a prototype of the theoretical algorithm in MAT-
LAB. The implementation encodes the monitoring problem in a system of differential
equations. We used the symbolic engine of MATLAB to solve this system of equa-
tions. When the symbolic solver cannot find a solution, a numerical solver is used.
This numerical solver and the conversion of intermediate results from the symbolic
to the numerical domain can introduce approximation errors. We presented two test
cases for the implementation which illustrate that monitoring properties encoded in
hybrid automata is possible. The examples also show that our approach has to cope
with path explosion problems similar to the ones occurring in the reachability analysis
of hybrid systems, albeit to a lesser degree.

In conclusion, this thesis showed that monitoring of hybrid automata is possible
when certain requirements are met.
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6. CONCLUSION

In future work, the outlined optimizations to better handle paths could be further
explored. The MATLAB implementation fulfills its purpose of showing the feasibil-
ity of a practical implementation, but could certainly be improved with regards to
performance. Other solvers based on Constraint Logic Programming or Satisfiability
Modulo Theories might offer better performance.

A comparison to other specification languages, such as temporal logic, would also
be interesting.
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